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ABSTRACT
The production of compiled environments used by 
various visual, constructive, and serious game modeling 
and simulation runtimes generally leave the generation 
of dynamic events, weather, time of day, and AI entity 
movement to the runtime environment. When an OneSAF 
constructive simulation or VBS2 serious game runtime 
is created from source data, the de facto state of the 
environment is fixed. For military simulation, from 
the initial state, various actions during the course 
of the simulation will have an effect on the training 
environment. In particular, weapons effects on cultural 
features (e.g., buildings, walls, roads) and infrastructure 
(e.g., light and telephone poles, urban models) are 
calculated in the simulation, causing appropriate 
changes to the 3D environment. This can include surface 
cratering, partial or complete destruction of buildings, 
downing of utility poles, and so on. Ideally, the visual 
effect that shows the amount of damage should be easily 
computed and portrayed to the simulation participant. 
Likewise, the semantics of the weapon effect (e.g., loss 
of mobility or connectivity) needs to be updated in the 
simulation to affect future planning and events. 

In this paper we explore the static generation of 
environments that include additional information 
necessary to support correlated events across multiple 
simulations. We limit our discussion to the parametric 
generation of 3D structures and associated destruct 
states. This process is particularly attractive in 
simulations where complete physics-based approaches 
are computationally expensive, but some low-cost 
runtime analysis is available to select from among a 
collection of dynamic states when warranted by runtime 
events. 

INTRODUCTION
In this paper we discuss the challenges of representing 
dynamic structures in runtimes used for defense 
modeling, simulation, and training. Such systems are 
categorized as visual/virtual, constructive, and serious 
games. Constructive simulations have a 2D plan view 
display that can show the state of 3D objects in its 
environment. While “under the hood” an arbitrarily 
complex calculation of weapons effects can be made, 
generally the “effect” of the weapon is limited in terms 
of a 2D “map-like” graphical display. In the case of 
visual/virtual and serious games runtimes, there is an 
expectation that the generation of a 3D visual effect will 
include smoke, fire, and secondary damage, such as the 
creation of rubble and a visual of damaged state of the 
environment. The fidelity of the runtime computation can 
range greatly, and in the continuum between stereotypical 
damage based upon pre-determined state models and full 
physics-based computation and real time rendering, there 
are a number of design considerations to be taken into 
account. In the case of networked simulations there is 
an additional consideration as to how different visual/
virtual and serious game runtimes will portray the same 
destruction event, especially if the runtimes use different 
physics-based models.

We discuss a technique for the automated generation of 
plausible destruction states for parametrically generated 
3D building models. Our process relies on the ability 
to generate a family of geometric descriptions of the 
initial building model and various levels of destruction, 
ending with a fully destroyed structure. By generating 
and manipulating an underlying building geometric 
description, we can achieve correlation across disparate 
runtime environments, which is a significant enabler 
of the “fair fight” paradigm fundamental to networked 



Presented at the IMAGE 2012 Conference
Scottsdale, Arizona - June 2012

IMAGE 2012 Conference

simulation. Since the process is designed to be stochastic 
in terms of how different levels of destruction are 
computed, we argue that our process exhibits variability 
leading to a plausible set of continuous destruction 
visuals. 

We demonstrate that our process is applicable to visual/
virtual, constructive, and serious game runtimes. We 
believe that this is a critical requirement for any dynamic 
event system, whether it uses a precompiled set of 
physical states or relies on a full physics-based model 
executed during the simulation. Our examples are based 
upon the VBS2 and OneSAF runtimes. VBS2 is a widely 
used, commercially available serious game runtime 
adapted to military training. OneSAF was developed 
by the U.S. Army as its next generation constructive 
simulation environment. It is widely used in a number 
of training programs, including WARSIM and AVCATT 
/ CCTT. Both have a strong entity level AI component 
which interacts directly with the 3D environment. In 

Figure 1a: Two buildings in VBS2 Figure 1b:  Two buildings after first level of damage

Figure 1c: Two buildings after second level of damage Figure 1d: Two buildings completely destroyed

addition, each runtime operates on terrains of sufficient 
size and complexity usually in a networked simulation. 
As a result we believe that using true physics-based 
dynamic effects may be so computationally expensive 
that approximations are required in order to achieve a 
real-time distributed simulation. The techniques in this 
paper are designed to be applied to large amounts of 
parametrically generated data, rather than very specific 
hand-modeled data.

In the remainder of this paper we describe the parametric 
building generation process as applied to both VBS2 and 
OneSAF. We also describe how destructible buildings are 
constructed and how dynamic destruction is represented 
and enabled. This examination is then extended to bridge 
and tunnel structures. We then conclude with a look at 
possible future extension to the representation of the 
dynamics in each runtime. In the following section we 
illustrate the type of destruction behaviors that we are 
trying to achieve.
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MODIFICATION OF BUILDING 
GENERATION TO SUPPORT 
DESTRUCTION
For all parametrically generated building structures we 
start from basic 2D blueprint format. This format is 
generated through an automated process we call “Space 
Filling”. Space filling relies upon repeated subdivision 

VISUALIZATION OF BUILDING 
DESTRUCTION 
Figures 1a-1d illustrate the type of building destruction 
that we are attempting to automatically generate using 
parametric methods. Figure 1a shows two buildings, 
surrounded and separated by concrete walls composed 
of wall segments represented in VBS2. Within the VBS2 
runtime an ordinance is fired onto the top of one of the 
buildings.  The weapons effect is computed in real time 
and the VBS2 runtime causes a state transition to a pre-
computed visual model of damage state. The initial level 
of damage is shown in Figure 1b which include the 
removal of the roof geometry and modification of internal 
room geometry with some plausible visual variation. 
Note that some wall segments between the buildings are 
also partially destroyed.

Figure 1c shows the result of a subsequent munition 
impact, further removing geometry from the original 
buildings and showing the partial destruction of close 
by surrounding wall segments. Figure 1d is the final 
destruction state for the two buildings, using generic 
crater models provided in the VBS2 runtime. Note that 
both the craters and the destroyed wall segments create 
three dimensional impediments to trafficability. How 
is this accomplished? What is the process and the user-
level requirements to achieve automated generation of 
destructible buildings?

of the building footprint according to attribute driven 
templates, with checks to ensure proper connectivity 
between room and hallways throughout the structure. 
The 2D blueprint format can also be manually created 
using a 2D editor, thus allowing the specific structure of 
any building to be represented by the user. Finally since 
blueprints can be edited, even automatically generated 
space filled buildings can be customized, if necessary, by 
the user.

Each floor of a building is represented by a 2D blueprint 
and is individually generated, with the common stairwells 
being shared between floors. Figure 2a shows the first 
floor of a two floor building model with the staircase in 
the lower right hand corner of the building. Green blocks 
indicate exterior windows, red blocks indicate interior and 
exterior doors, blue blocks are interior room walls. White 
lines represent “room dividers”, which are discussed in 
the following section. All building structures are full 
three dimensional models, where walls, windows, and 
doors have depth or thickness. Figures 2a and 2b are the 
blueprints used to construct the two story building shown 
in Figures 3a-d which are used to illustrate correlation of 
destruction in OneSAF and VBS2.

The 2D blueprints store extrusion attribution, which 
allows us to generate the structures necessary for 
whatever runtime format we target to. In this example, 
specific attribution for OneSAF and VBS2 building 
generation is collected along with common attribution, 
such as building type (e.g., residential, commercial, 
industrial, etc.), building height, roof type, and any 
required building appearance information. It is these 
attributes that we can manipulate in order to generate 
more complex models representing the destructed state 
of the building. Because these attributes are attached to 
the same geometric structure as the blueprints used for 

Figure 2a: First floor building blueprint Figure 2b: Second floor building blueprint
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RUNTIME CONSIDERATIONS FOR 
DESTRUCTION
The target simulation runtime dictates the representation 
that must be generated from the 2D blueprint notation. 
Most constructive simulations have their own unique 
representation for buildings with interiors that AI entities 
can navigate. In JCATS these are “enhanced buildings”, 
JointSAF uses “multi elevation surfaces (MES)”, 
and OneSAF defines “ultra high resolution buildings 
(UHRB)”. Each of these representations generally has 
significant geometric and attribution requirements in 
order to allow for entity reasoning and navigation within 
the structure. For instance, a UHRB requires that the 
internal geometry guarantee that wall polygons touch 
exactly two rooms.

In contrast, visual representations or serious games, 

Figure 3a: First floor of two-story UHRB in OneSAF 6.0 Figure 3b:  Visualization of building in VBS2 2.0

Figure 3c: OneSAF 6.0 PVD showing (red outline) damage Figure 3d: VBS2 showing correlated damage state

such as VBS2, require the generation of closed, convex 
volumes, representing the collision surfaces for a model. 
The key insight is that we can achieve correlation across 
disparate runtimes because our process begins from the 
same intermediate geometric format and is annotated 
with the same functional attribution. 

Destruction of OneSAF UHRB models does not require 
the creation of a separate damage model. Instead, 
damage fractions are computed at runtime from the 
UHRB structure, which is significantly stricter than the 
VBS2 format. UHRBs explicitly describe room-wall 
connectivity, allowing for location-specific breaches to 
be expressed due to direct fire or other actions. There 
are three main ways that OneSAF represents damage to 
a structure. First is an overall Damage Fraction, which 
operates as a numerical identifier of how much damage 
a structure has taken, and is represented as a number 
between 0 and 1, with 1 being maximum damage. When 
a structure is sufficiently damaged, a red outline is placed 
around the feature to indicate that it is damaged and 

generating the source model, we can guarantee that the 
ruined models will correlate across disparate runtimes.
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therefore unusable. This type of damage representation is 
used for almost all features in an OneSAF terrain. UHRBs 
are also capable of representing specific damage to 
individual walls within a building. These are represented 
as breach features, and essentially transform an individual 
wall into an aperture, allowing entity movement through 
the wall. Rubble features can also be added to the UHRB, 
which act as obstacles for entity movement. Typically, 
one rubble feature is added for each destroyed wall. 

Figure 3a shows our sample building from Figures 2a-2b 
without any destruction in OneSAF. Figure 3b shows the 
same building with destruction effects applied due to an 
explosion calculated within the OneSAF runtime. In this 
case, the red dotted outline around the building indicates 
the overall damage state, and the walls highlighted in red 
are breached. The gray squares are piles of rubble which 
have been added to the model by the runtime. Note that 
while OneSAF represents damage for each individual 
wall, it does not do specific collapse modeling in terms 
of the structural support for the rest of the building. In the 
final level of the destruction representation, OneSAF will 
completely remove the UHRB feature in the terrain and 
replace it entirely with a generic rubble feature.

VBS2 represents destruction with a system similar to 
OneSAF’s Damage Fraction. All models accumulate 
damage via a variable, and once that damage reaches 
the appropriate threshold, a damage state is triggered. 
For VBS2 buildings, this damage state triggers a model 
switch, where the old building model is swapped for a 
damage model. If a specific model is not provided, a 
generic rubble pile is used. The variable does not store 
anything about how the damage was applied to the 
building, so the destruction model must be generic in 
the sense that it cannot represent directional or munition 
specific damage. The new model is treated completely 
like any other model, with its own independent damage 
state. This means that multiple levels of destruction can 
be achieved by chaining different models together. The 
challenge in doing this is to ensure that each subsequent 
destruction model maintains any damage states which 
were applied to the previous model. The final model in 
the chain can be set to be indestructible, or the chain 
can end with the generic rubble model, which is itself 
indestructible.

To generate the VBS2 ruins model for a building, we run 
a script process which examines the blueprint for each 
building. It determines first which floor of the building 
will become open-air. This can be very aggressive, such 
as to cut the building in half or more, or it could simply 
be one floor down. It then removes all geometry for the 
floors above the open-air floor and converts the walls 

on the open-air floor to rooms, as they are no longer 
connected to geometry above them. The elevations of 
the remaining rooms and windows on the open-air floor 
are then randomly modified to cut away open space (i.e., 
the geometry never grows, only shrinks). The remaining 
floors have small adjustments to their room, window, and 
stair heights so that they remain trafficable, but still show 
signs of distress. For the entire building, window textures 
are removed to simulate the glass having been blown out 
by the explosion, and multitextures are applied to make 
the original texturing look more “dirty”. This process 
can be applied iteratively, such that each ruins model is 
a more destroyed version of the previous one. Because 
the algorithm is purely subtractive, we can guarantee that 
every iteration of the destruction model will contain less 
geometry than the previous one, and there will not be any 
inconsistencies in the randomization between destruction 
levels. Figure 3b shows the original building in VBS2 
terrain, and Figure 3d shows this first destruction model 
for the building. Since this is a large building, there can 
be many destruction states, with the transition between 
each being more or less aggressive, depending on the 
preference of the terrain builder.

This flexibility can be used to simulate other properties 
of the building structure, for example reinforced concrete 
buildings could be specified to have a larger number 
of destruction states, while wood frame construction 
buildings might immediately exhibit nearly complete 
destruction.

While destructible buildings are a critical component 
for urban simulation, there are other man-made 
structures which control entity trafficability within urban 
simulations. In the following section we describe the pre-
computation of destruction states for tunnels and bridges 
in the following section.

TUNNELS AND BRIDGES
In this section we describe how the same techniques 
developed for building damage modeling can be applied 
to bridge and tunnel features. The main goal is to create 
plausible damage effects that impact the navigability of 
entities as well as change the appearance of the feature 
in the visual runtime. Bridges and tunnels are generally 
represented as 3D structures and therefore make the 
ability to create dynamic runtime effects important.  For 
example a surface road can be cratered using the same 
simple visual technology as the ground adjacent to the 
road.  This can affect trafficability in the simulation but 
does not really require a specific 3D model transition. In 
the case of bridges and tunnels there needs to be a dynamic 
change in the geometric representation of the 3D model 
that reflects the level of damage and is correlated to the 
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Figure 4d: Interior visualization of tunnel roof damageFigure 4c: 3D tunnel with roof damage in VBS2 2.0

Figure 4a: Pre-computation of tunnel roof damage Figure 4b: 3D tunnel generated in VBS2 terrain surface

updated transportation network connectivity.

In VBS2, bridges and tunnels are represented as models 
which just happen to usually line up with the road 
network. As such, destruction effects for these features 
are handled in the same manner as building models. In 
OneSAF, tunnels and bridges are an extension of the road 
network system, and as such are represented by linear data 
attributed with widths and heights. OneSAF constructs 
its own models for the bridges and tunnels, and as such 
any destruction effects must be handled by the runtime. 
Currently, OneSAF does not represent any damage state 
information for bridge or tunnel data.

The same process we use for building generation in VBS2 
can be applied to the creation of bridges and tunnels for 
runtimes as well. Both take source linear data, widening 
it as though it were generating areal road data and using 
the widened data to generate a blueprint for the structure. 
This gives us fully trafficable tunnel and bridge models, 
parametrically generated to match the source data.

Since the bridges and tunnels are generated using the same 
parametric extrusion system we used for buildings, we 
can use the same system for creating custom destruction 
models. In order to break up the road surface we use a 
random fracturing technique which iteratively cuts each 
remaining polygon into two or more pieces, and continues 
until all the remaining pieces are of the desired size. This 
creates a sort of irregular spider web effect, which is 
ideal for the destruction modifications to come. Figures 
4a and 5a show an examples of this fracturing applied to 
the automatically generated blueprint for a tunnel feature 
and a bridge feature, respectively. 

For tunnels, we take the fractured surface structure and 
reduce the gap between the ceiling and floor heights, 
randomly for each section. This gives us the effect of a 
cave-in of the tunnel structure, which impacts navigation 
as well as line of sight, without necessarily sealing 
the entire gap. This can be adjusted to be more or less 
aggressive as desired and can be iterated just like the 
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Figure 5d: Tank mobility effects due to bridge damageFigure 5c: Visual results of initial bridge damage in VBS2

Figure 5a: Pre-tessellation of bridge surface geometry Figure 5b: Visualization of bridge and supports in VBS2

building process to create progressively more damaged 
models. Figure 4b shows a parametrically generated 
tunnel feature in VBS2, and Figure 4c shows the damage 
state of the tunnel. Notice that the geometry change 
makes the tunnel mostly untrafficable but allows for some 
infantry to crawl a little ways through the rubble to act as 
cover. Figure 4d shows the point of view of an infantry 
soldier looking out from inside the collapsed tunnel

For bridges, we take the fragments and randomly 
lower the bridge deck height for the fragment, with the 
possibility of removing the fragment entirely, creating a 
hole in the bridge deck. Again, this can be iterated to make 
the bridge less and less trafficable with each destruction 
state. Figures 5b-d show a bridge in VBS2 going through 
a series of destruction states. Figure 5d specifically shows 
how this impacts the trafficability of the bridge. Note that 
only a particular section of the bridge model shows off 
damage because large models in VBS2 must be carved 
into smaller sections in order to function properly in the 

runtime. This results in a nice side-effect that the damage 
state is somewhat more localized to the impact area, an 
effect that you cannot normally get with other 3D models 
such as buildings.

CONCLUSIONS

There are many interesting technical issues in achieving 
the automated generation of destructible structures for 
modeling, simulation, and training.  Our process supports 
parametric generation from a common geometric 
representation.  As a result this method supports a range 
of simulation runtimes.  We have demonstrated the 
feasibility of destruction for identical structures within 
visual, constructive, and serious game runtimes. We have 
also illustrated how dynamics are represented in OneSAF 
and VBS2 runtimes, which vary dramatically. In terms 
of building structures, OneSAF has a more fine-grained 
representation of damage within the building allowing for 
more precise simulation of specific assault tactics, while 
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VBS2 has difficulty in representing specific damage to a 
structure. On the other hand, VBS2 is capable of extending 
their damage system to any model in the terrain, whereas 
for OneSAF the damage model is only for structures 
and does not currently impact features like bridges and 
tunnels which have no dynamic representation.

While physics based approaches may allow for a more 
detailed and dynamic description of destruction, our 
parametric generation techniques scale to support a very 
large number of geo-typical or geo-specific structures 
without incurring significant runtime computation. 
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